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The  RAs COnference Review (RACOR) Committee has been established in May, 2004, by the RAS President-Elect Richard Volz, with the charter to address concerns of the Society members about the structure and quality of RAS conferences. The Committee was staffed so as to have a good balance of seasoned and young Society members. The comments and other material that the Committee collected related mostly to ICRA (IEEE Conference on Robotics & Automation), the main annual conference of the Robotics and Automation Society. The initial material came from the April 28, 2004 meeting at ICRA’2004 in New Orleans, organized by the RAS Long Range Planning Committee and chaired by George Bekey, at which problems with ICRA review process were discussed.  The meeting was specifically prompted by complaints about the quality of the ICRA’2004 conference. Some comments came thanks to the Call for comments published by RACOR in the RAS Magazine. 

The comments the Committee received ranged from quite positive, suggesting to continue the status quo (in particular, suggesting to keep the size of ICRA as it is) to strongly negative, charging a dramatic decrease in quality of our conferences and calling for drastic changes. Our overall assessment of this input is that RAS conferences are well and alive, but time brings changes, and our conferences should be responding to them more vigorously than they have. As the Society went through a growth period, there has been an influx of conference chairs from many countries and groups. This brought more innovation but also some losses in quality that this Society cannot tolerate.

The recommendations below reflect two conflicting goals that this Committee set for itself. On the one hand, there is a need for a little more structure and more rules than before in order to contain the said variability.  On the other hand, we would like to preserve some traditions of our Society that we value. For example, traditionally general and program chairs of RAS conferences have been given largely a free hand in shaping up their conferences. This freedom brought much innovation and gave the chairs a chance to demonstrate their creativity and initiative. From time to time this freedom has backfired. In our recommendations we attempt to make both goals coexist. 

The proposed changes should be seen as an attempt to solidify positive practices and eliminate a potential for grossly departing from those practices. We have resisted some dramatic changes – for example, a proposal to seriously reduce the conference acceptance rate - advocated by some RAS members. We felt that while some reduction in acceptance rate is necessary, the desired increase in quality and member satisfaction can be reached by a combination of a few less drastic measures (see below). After all, our major conferences, ICRA and IROS, serve more than one purpose: they provide a place where “one can meet everybody”; they give a realistic chance to most of our members to demonstrate their work; they attract authors from the outside the robotics field proper. It is not likely that we would be able to review rigorously the work from the latter group, and we therefore must choose either high standards of rigor or significant cross-pollination between fields. As proposed in this document, planning smaller narrow-focused conferences and workshops back-to-back with our major conferences should allow us to combine high standards of quality with wide representation.

We often discuss, but less often act on the idea of bringing fresh blood, attracting young researchers into the leadership of our conferences. Our recommendations include a number of items that serve this goal.

There are serious concerns about our review process. A number of proposals address this concern.

Some of our recommendations address the continuity in conference organization, and the means to help new conference chairs by documenting the accumulated experience of past conferences.

If accepted, we propose to implement our recommendations first at our ICRA conferences, keeping the IROS as it is, with the intent of moving these changes to IROS at a later time, after a sufficient tryout period. 

We make no specific recommendations for other RAS conferences, except for their possible timing relative to ICRA – this Committee sees no apparent reasons for other changes at this time.

The text below is divided into two parts, a) analysis of the current situation and b) recommendations. The recommendation part is, in turn, divided into those on conference structure, standardization, continuity, and monitoring, and recommendations related to the terms of conference chairs, the structure of the conference Program Committees, and the review process of conference submissions. The list of the RACOR members appears in the Appendix.

A. ANALYSIS

1. The current review process

The ICRA review process is coordinated entirely by its Program Committee (PC) chairs and their regional co-chairs.  The sheer size of the conference presents a challenging task.  For ICRA’2004 the PC received 1400 submissions, hence requiring 5200 reviews  (three review per paper). In prior years a hierarchical review system was used: each PC member was assigned some number of papers, and was responsible for recruiting the appropriate number of reviewers to process those papers. In the last couple of years the system became more flat: it was (implicitly) assumed that each PC member would personally review the papers assigned to them. This implied that the number of PC members would be directly related to the number of submissions. At ICRA’2004 each reviewer (actually, each PC member) was to be given 15 papers.  This meant that

1400 x 3 / 15 = 280 PC members were required. In fact, the PC of ICRA’2004 had had 190 members, with about 22 papers per member. 

2. Some experience from ICRA conferences
Some criticisms of the ICRA conferences’ review process seem to be born by the “law of large numbers”, and some others seem to accuse the flat review structure:

a) The above numbers for ICRA’2004 (1400 submissions etc.) show structural problems: 22 papers is too many for one person to review, while 190 PC members is too bulky a group for the PC chair to control effectively.

b) At ICRA’2004 papers were assigned to PC members using a “Keyword” database. People felt that many review assignments were made randomly, with emphasis on equalizing the reviewers’ workload as the main criterion, and with little concern for the PC members’ research specialization. In the end, many reviewers assessed papers they could not judge. In some cases keywords given by authors of papers had no matches in the keyword database. We will never know how many mismatches of all kinds occurred and, as a result, how many bad papers were accepted and how many good papers were rejected. While this Committee recommends lowering the ICRA acceptance rate to improve the conference quality (see below), in all fairness we should recognize that the inferior review process resulting from incorrect paper assignment system may be no less responsible for lowering the conference quality as the overly high acceptance rate. While one lesson from this is that more care should go into the keyword database compilation, it is also clear that 2-3 conference chairs cannot distribute 1400 papers among 190 people quickly and meaningfully. 

c) Every year there are some PC members who do not take the review job in a responsible manner. Nevertheless, these same people likely become PC members at the next conference. There are known cases when non-performing PC members in 2003 were on the PC again in 2004 and performed very poorly again. “Poorly” here means only things that could be checked, such as not reviewing the assigned papers at all; it is safe to assume that there was more than that behind someone’s poor performance. The 2004 Program Committee chairs estimated that 20% of the PC members did not perform satisfactorily. (It was learned later that some of these non-performing PC members submitted multiple papers of their own to the conference). What this means is two things. First, the RAS conference system has no memory, no mechanism to provide continuity, and no “blacklist” of non-performing PC members and reviewers. Second, the very size of the PC is one culprit in the overall inefficiency – how can you think of a quality Program Committee if you have to find for it not 20 people, not 40 people, but 190 competent people?

d) Many review forms came back pristinely blank. Many authors reported receiving one or two reviews, not the mandatory three. Many reviews were inadequate, consisting of only a few words, or inconsistent.  A number of reviewers made comments like, “Our best papers were rejected; some of the worst were accepted”. We will never know the percentage of those forms that were not blank but they were not done in a responsible manner. Complaints on the review process reached the General Chairs, the Society President and President-Elect, and others.  It is clear that these were not isolated events, but a reflection of a systemic problem with the current PC organization, the review process, and ICRA organization structure as a whole. Again, it is reasonable to assume that a good part of the blame (for lower conference quality) that people attribute to the overly high paper acceptance rate should go to poor reviews.

e) It appears that some problems can be traced to the software used in the on-line review process.

f) Correct or incorrect conference timing may affect the conference quality. One reason for ICRA’2004 problems is that, due to the SARS outbreak in Taiwan, ICRA’2003 was held much later than usual (in September rather than is May), thus delaying the submission deadline and leaving much less time for reviews of ICRA’2004 submissions. This may partly explain the fact that the ICRA’2004 PC meeting in February’04 had to deal with an unacceptably high number, several hundred, of papers that had no reviews at all.  In one-two days the PC Chairs were forced to read more than 100 papers each – what quality can we expect of such reviews?

g) Recent ICRA conferences witnessed pathetic attendance at the keynote presentations. We need to return to better examples of earlier ICRAs, where keynote speakers were “not to miss” events, and could be counted on to bring all conference attendees at early morning hours. The problem is simple – the keynote speaker’s personality and professional reputation is the main single factor that affects attendance. The choice of a keynote speaker cannot be a price the conference organizers pay for additional resources. 
3. Signs of unpleasant consequences

a) It appears that the growing dissatisfaction with RAS conferences pushes active researchers away from our Society’s conferences. A group of strong researchers are planning to create a new high-level, single track conference.  These people say they would continue to urge their students to submit papers to ICRA, but their own, more fundamental work would go to the new conference. Since smaller, more specialized, high quality conferences have always been around, the desire to create another conference should not be seen in itself as a negative sign. If, however, this desire comes in response to complaints about RAS conferences, this spells a danger to our Society.

b) There are rumors of a “European ICRA”, supported by the European robotic organization EURON. 

c) A number of robotics researchers  talked about boycotting ICRA altogether (unless it changes quickly) and submit their papers to other conferences.

B. RECOMMENDATIONS

1.  Recommendations on Conference Structure, Standardization, 

     Continuity, and Monitoring
a) RAS Conference Guide Book. RAS President shall set up a special committee with a charter to create a RAS Conference Guide Book. The Book will cover the guidelines on RAS conferences structure and include the tremendous experience and know-how that we have collectively accumulated in the area of organization of successful conferences. It is important that this group is made of general and program chairs of a few RAS conferences that are known of being our best conferences. The Book will summarize the best practices for organizing a conference, and address all questions that the committee members will find helpful to the reader, from financial and cultural issues to the paper review process. 

1) The Guide Book should be addressed primarily to the general and program chairs of future RAS conferences. It may include sections on small and large conferences if the differences in their structure warrant such division.

2) The Guide Book shall be located on the RAS Web site. RAS President will decide if the Book should be freely available to everybody, to RAS members only, or solely to the persons assigned by RAS President. The question of access should take into account special needs: the Book will serve as a primer to new conference chairs; will be of use to people who only think of organizing a new conference and would like to know what this would involve; to people from other societies who think of teaming up with RAS in a joint conference and want to assess the constraints that this would impose on them; etc.

b) Steering Committee on Conferences. RAS President and VP-Conferences shall create a RAS Steering Committee on Conferences (SCC), with the following structure and functions:

1) SCC members shall be chosen from the current AdCom. To assure continuity, its membership and structure should parallel that of AdCom.

2) RAS Conference Database. SCC shall be responsible for creation, monitoring, and maintenance of a RAS Conference Database, whose parts are listed below. One option is to combine this database with our on-line conference review system. 

· RAS Conference Guide Book (see above). SCC will maintain the Guide Book, monitor compliance of RAS conference chairs with it, and enforce updates to it by conference chairs. 

· “Black list” of non-performing PC members. SCC will maintain a “black list” with names of past non-performing PC members, and monitor updates of the list by conference chairs. A mechanism of “redemption”, allowing persons on the list to clear their name by undertaking reduced reviewing tasks, perhaps after some “cooling period” and perhaps not as full PC members during the “redemption” period, should be considered. The list should be available to new conference chairs. Given the sensitivity of the list, it is important to keep to the minimum the number of people with access to it.

· RAS Conference Keyword Database. SCC will maintain this Database, will make it available to the RAS conference chairs, and will monitor updates to the Database by conference chairs.

· Reviewer Database. To encourage good reviews in our conferences, SCC should consider creating and maintaining a reviewer database. It is a complex matter, with psychological and logistical issues involved. Reviewers come and go, people leave the field or retire, good reviewers become bad and bad reviewers improve – keeping track of these changes is not easy. We should also be mindful of a possible backlash with reviewers (“I do you a favour, and you score me…”). If we agree on creating this database, it can be easily set up as a part of our on-line review system. An additional “Review your reviewers” question will be added to each paper’s submission area, for the author to assess separately the paper’s three reviewers.  The results would be compiled in the limited-access master reviewer database. After closing the database for a given conference or year, the accumulated scores of each reviewer would be sent to them. Alternatively, each reviewer’s ID/password will open to them their scores. One appropriate example is the amazon.com or slashdot.org approaches. Both sites review reviewers by accumulating scores.  In the amazon.com approach, reviews are scored by the question, "Was this review helpful to you? (Yes/No)". (What is the chance that an author will say “No” to a rejecting review no matter how through it is? Should such responses be compiled only for accepted papers?)

3) One function of SCC should be to review and approve the choice of the conference keynote speakers.

c) Standard paper templates. RAS conferences shall accept standard paper formatting templates for its submissions, using the IEEE’ LaTeX and Microsoft Word conference templates. It would be advantageous to switch to one unifying standard, the PDF format. This should be easy because both LaTeX  and Microsoft Word compilers can produce PDF files. (An important question is the text search ability of such  PDF files.) SCC will monitor the compliance with this standard. Related instructions shall be included in the RAS Conference Guide Book.

d) Cluster conferences. Piggybacking small specialized conferences and workshops with large “parent” conferences like ICRA is a very good idea. Both the parent conference and the associated small meetings will benefit from this structure. People thinking today about abandoning RAS altogether or sending only their students’ papers to ICRA will likely find this structure meeting with their expectations. 

1) In principle, more than one small conference or/and workshop can go in parallel as long as their chairs agree beforehand on this arrangement. It is important that the organizations of all cluster conferences (chairs, PCs, review processes, registration fees etc.) are kept completely separate. If this is a problem, we should resist a temptation for RAS to gain financially from this arrangement – the primary goal here is not to make money but to improve our conference quality.  

2) Smaller conferences and workshops shall be scheduled before or after the parent conference, in the same or a nearby venue.

3) RAS President and AdCom Steering Committee on Conferences (SCC) should encourage at least one high-quality highly selective workshop in each year’s cluster, whose proceedings could then be turned into a book.

4) Chairs of RAS conferences will have access to the RAS Conference Guide Book and to the PC “black list”.

e) Poster sessions.  ICRA chairs shall aggressively introduce and maintain the healthy size of poster sessions. The goal for the next few years should be the stable-state break-up of one third presentation papers and two third posters. Assuming a 50% overall acceptance rate (see below), 1400 submissions would produce 700 accepted papers, of which 230 would be presentation papers and rest would be posters. For organizational details, our recommendations are as follows:

1) Mechanism for judging papers. All the submissions to the conference will be judged together, as in today’s system. In the review form, after the acceptance checks that we now have, a question will appear, with two options, “If accepted, should the paper go into the presentation session or poster session? – check one.” The Area Chairs and conference chairs will have the final say, based on the planned number of presentation sessions and papers’ scores. 

2) Publication issue (especially important for academics). Accepted poster papers shall be published in the conference proceedings, along with presentation papers. The difference will be in the page limit: 8-page limit shall be set for presentation papers and 5-page limit for poster papers. With the break-up as above, this will produce exactly the same total pages as today (assuming the same total acceptance rate).

3) Publicity. For the next couple of years the conference Call for Papers should be crafted very carefully, to attract people’s attention to the new role of poster session. It should spell out the new rules clearly, to avoid misunderstanding. It should go to the necessary length to explain to the authors that new changes will have no negative effect on their ability to present their work and on their publication list. If the numbers recommended above are accepted, the Call should set up the page limit for submissions at 8 pages.

4)  Arrangements. Much care should be put in scheduling and running poster sessions, to make sure they become "must attend" events, not times when the attendees leave to explore the city. Poster sessions should not be scheduled for the last afternoon of the conference. Judging by other conferences, days one and two (of our usual three-day conference format), between 2 and 5 o’clock, seem to be an appropriate time for poster sessions. At least one of each poster’s authors must be there to interact with people during the announced time. Food and drinks should be served in the poster room during the session. Another tip from other conferences is to have both poster session and companies’ booths in the same room, side by side. This way, booth representatives are effectively paying for food and drinks, which can then be more plentiful. (Cakes and ice cream do wonders in raising scientists’ interest to posters subject matter).
NOTE: We are not ready yet for the SIGGRAPH model – a few presentations and lots of posters; the next few years will show if this is a direction we want to follow. Other encouraging examples are EMBS (IEEE Engineering in Medicine and Biology), ICCV (IEEE International Conference on Computer Vision ), NIPS (Neural Information Processing Systems).
f) Conference acceptance rate. We recommend to lower slightly the overall acceptance rate for future ICRAs, to 50%, in parallel with introducing poster sessions. This in itself is by no means a revolutionary measure: while some recent ICRAs have had an acceptance rate close to 60%, two have not (the rate at ICRA’1989, Scottsdale AZ, was about 45%; at ICRA’2000, San Francisco, about 50%). The real serious effect on increasing the quality will come not from this measure but from the division into presentation and poster papers. With 1400 submissions, the 230 accepted presentation papers translate into 16.5% acceptance rate for presentation papers. This should turn quality-pickers in our direction.

In other words, our goal is to keep the size of ICRA roughly where it is today, and achieve a serious increase in quality by shifting more weight to poster sessions. It is true that poster sessions have not been a success at RAS. There will be likely complaints on promoting second-rate citizenship. These are issues of culture - for us it should only mean that more care and more persistence are needed to make poster sessions a part of our culture. There are encouraging examples: at the RECOMB conference (computation biology), usually there are only 30-35 presentation papers (an acceptance ratio less than 20%), many (100-200 hundred) posters, and usually the attendance is 800-1200.

g) Number of parallel sessions. We often hear many complaints of “too many parallel sessions”.  Reducing the acceptance rate and expanding poster sessions will reduce the number of parallel sessions. 

h) Conference digest. The conference digest, introduced first at the ICRA’2000, is an excellent tool. It should be made standard, and should be included in the conference proceedings’ CD. 

i) Conference location. Hotel prices grow faster than the resources of our attendees. Conference chairs should be encouraged to strive for innovative approaches to finding deep discounts for lodging. A concern was expressed that some RAS chairs are encouraged to use expensive hotels, to respond to “once-in-a-lifetime” desires of some members. Specifically for North America venues, one option is to rotate between 4-5 hotels, with a wildcard here and there to test the waters. Another option is to explore options that we have never tried: ski and summer mountain resorts – our ICRA and IROS timing corresponds to their dead seasons; cruise boats; sites in Mexico; etc.

f) Conference registration fees. This issue also relates to high costs. While our registration fees seem to be in line with other comparable conferences, a concern was expressed that our fees make it hard for some authors to attend, and that the lavish banquets and receptions are a waste of grant money. (Is this another side of the above “once-in-a-lifetime” philosophy?) We have shifted from expensive paper proceedings to cheaper CD proceedings – but the conference fees are still rising. The above call for innovation in choosing conference sites will hopefully put a curb on conference fees as well.

2.  Recommendations on Conference Chairs, 

     PC Structure, and Paper Review Process

a) Rotation of conference chairs. 
1) RAS conference general and program chairs shall switch around every year.  

2) There should be at least 3 years cooling period before a person can serve again.  While abusing conference chairmanship is not a serious problem in RAS, these rules will create the perception of fairness and continuity.

b) Program Committee Membership. Membership on the conference Program Committee shall require a “contract”, a signed statement indicating a commitment to review the assigned papers.  It should be clear that membership on a PC is not only an honor but entails responsibilities. People invited to join PC should be told that those unwilling to perform the task will not be eligible to serve on future PCs. The membership of people listed on the PC “black list” should be treated especially carefully, see above.

c) Rotation of Program Committee members. 

1) A specific percentage of PC slots – at least 10% - shall be allocated to new PC members, namely people who have never before served on this conference PC. 

2) No person should serve on a PC of the RAS major conference (ICRA and IROS) for more than two years in row. After serving his/her term, one can serve again after a one year “cooling period”.
d) Conference review system. There is a flat review system and a hierarchical review system. A flat review system is used at small to middle-size conferences. In it, all the papers are read and reviews produced by the Program Committee members. Each PC member is assigned a relatively large number of papers. At some well-focused and highly competitive conferences every PC member reads every single paper. The last few ICRAs seem to have tried to realize the flat review system structure - for a conference whose size certainly calls for a hierarchical review system. This resulted in a monstrous  190-member PCs, with some members lacking experience and devotion. There seem to be no PCs in existence that approach in size those PCs of ICRA. We anticipate ICRA’2005 to be noticeably bigger than ICRA’2004 - it is clear that a hierarchical model will serve us better. We recommend a hierarchical review system, structured as follows:                                                                    

1) The Program Committee is the upper level of the review system. The reviewers’ body is its lower level. The overlap between these bodies is relatively small (see below).
2) Each PC member is assigned a specific area (motion planning, kinematics, control systems etc.) and hence becomes an Area Chair (AC). Depending on the number of submissions in areas, an AC may cover more than one area, and more than one AC can be assigned to one area. This implies a relatively small PC, 30-35 people. The PC’s small size also means that only people with relevant experience in recruiting reviewers and monitoring the process, or at least those with a demonstrated potential, will likely become PC members.
3) Each AC is assigned a relatively large number of papers, and is expected to recruit a sufficient number of reviewers to produce enough reviews (Note: this has been the system in early ICRAs). 
4) Each reviewer is assigned a small number of papers. A smaller number of papers will make it easier for a person to agree to become a reviewer. As far as the PC chair is concerned, it is the ACs who are responsible for the quality of reviews (of their reviewers). 
5) For ACs from academia, an AC should not pass more than half of his/her papers to their graduate students. 
6) At their preference, an AC may serve as a reviewer, provided he/she produces a review before he/she sees other reviews for the same paper. This is a sensitive issue, and should be enforced. 
7) Unless a submission is incomprehensible or outright unfit for the conference, at least a half-page text must be provided in the review, to justify the reviewer’s conclusions and, very desirably, to provide an advice on improving the paper. It is the responsibility of the Area Chairs to enforce this rule among their reviewers. NOTE: this Committee realizes that this is a somewhat mechanical and perhaps denigrating measure. However, the sad fact is that over the years RAS large conferences have acquired an entrenched bad review culture. People use all kind of justifications (“no time for niceties”, “it is clear anyway”, etc.). People do not seem to know, or care, that at other conferences prominent and very busy researchers write dozens of two-three page reviews. Changing this culture at RAS will be difficult and will take time. It looks like the proposed measure is necessary at this stage. As we observe changes in the right direction, this measure may be eliminated in the future.
8) Accordingly, the review box in our on-line review system should be modified slightly – in its current form it invites a terse review. 
9) Reviewers will submit their reviews directly into the on-line system, as they do today. A submitted review shall not be accepted until the responsible AC electronically signs off on it. 
10)  Today’s requirement of minimum three reviews per paper shall become a standard.
NOTE 1: The proposed structure of the Program Committee has various pluses: 1) It allows a relatively small size of the Program Committee, and its relative independence of the size of the conference. 2) It allows a more careful choice of PC members, and hence a higher prestige attached to being a PC member. 3) PC  membership becomes competitive, an honor, and a serious responsibility; being on the PC of a large conference should be a good line in one’s curriculum vitae. 4) Only a system of this sort, and not today’s PC system, can be expected to provide young people with the right type of experience, and produce the right cadre for the RAS conference leadership.  

NOTE 2: Assuming about 1500 submissions at ICRA’2005 (compared with 1400 at ICRA’2004), the system may look as follows: 

       Program Committee  - about 30 Area Chairs (ACs); 

       Each AC is to be assigned    ~ 50 submissions (thus requiring 150 reviews);

       Each AC is to recruit            ~ 20 reviewers;

       Each reviewer is to produce ~ 8 reviews.

Emphasis on tele-conferences. Because of the enormous PCs at our recent ICRAs, a strange system has come to life – after the review process is “almost” done, sometime in January, three-four months before the conference, a sub-group of PC members is invited for a one-two day meeting in a place chosen by the program chair, to finish off the unfinished business. (In the ICRA’2004 this involved hundreds of papers that this sub-group of PC had to read in a hurry, produce reviews, and decide their acceptance – all in two days). This process is expensive, creates an arbitrary division of PC on more and less “trusted” members, and leaves much work for the very end. We recommend to replace this 11-hour PC meeting with tele-conferences. These will take place, say, once a month, and would provide the chair with an opportunity for hands-on monitoring and perhaps naming names (which other participants will hear). This will encourage PC members to be prepared for the tele-meetings. The RAS Steering Committee on Conferences may find it useful to listen to some such meetings.

e) On-line review software. The software used for on-line reviewing needs to be reviewed.  A number of systems exist. The SCC, together with the next conference chairs, should review them and select the “best”. The society, not PC chairs, should be responsible for the on-line reviewing software.
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