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1.​ Summary: 
Scientists are expected to read newly published papers in their field to stay current and keep their work 
relevant. However, when faced with the massive number of publications, it may seem an overwhelming 
task to read all these papers, even if one were to reduce this to only a fraction related to one’s own area 
of research.  As an example, in 2024 alone, IEEE published no less than 46,968 papers on “robotics” or 
“automation”, and IEEE publications represent only a fraction of the total research available online 

To assess the magnitude of this challenge, as well as to evaluate how much genuine progress is reported 
in today’s publications, we undertook exactly this effort. For the task to be reasonable, we reduced our 
search to one particular subarea, learning from demonstration (LfD), that is methods whereby robots are 
taught by human experts. We monitor progress through both quantitative and qualitative metrics, offering 
a review on current trends and notable contributions. We also delineate areas of importance, but that 
seem to receive little attention and offer recommendations for promoting.  

Our assessment was primarily based both on a human-eye assessment of all papers. We also explored 
the use of AI and other computing tools to do this task in our place. While scripts and large language 
models (LLMs) can be used fairly faithfully to provide general quantitative assessment, they fail when it 
comes to assessing the true importance of the research. They cannot recognize a paper revisiting a work 
that already had solutions. They fail to recognize when the abstract or claims of the paper are 
overstatements over the true contribution reported in the paper.  

Our overall assessment led us to conclude that from a deck of more than 300 papers, only about 20% of 
the papers could be qualified as offering highly notable contributions, while the remainder of the papers 
offered a variety of incremental improvements over existing methods, or new domains of applications. 
The notable contributions did not correlate necessarily with a higher number of downloads or citations. 
Finding these gems is, however, essential to reduce the risk that novel work goes unnoticed and reduce 
duplication of efforts. We offer a few thoughts on how to best combine direct reading of the literature with 
automated approaches (scripts and LLMs) to streamline the review process. We close with a few 
recommendations: a) develop a research engine that restores the natural importance of work done by 
journal and conference editorial boards to rank papers based on evaluation scores and peer-reviewed 
status, in place of Google Scholar or IEEEXplore, that place all publications on equal footing, disregarding 
peer reviewing and the reputation of journals and conferences, b) consider establishing a blind publication 
model and topic-based social media posting, where authors’ name and institution are downplayed and 
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become accessory to the paper to ensure that focus be on the content of the publication rather than 
secondary aspects, c) take a holistic approach to use of LLM in support of reviewing literature, using them 
for what they excel at, namely summarizing a piece of work and collecting precise quantitative 
information, but bearing in mind that, while today the tools cannot match expert capacity to assess true 
novelty, should they achieve this one day, this may have repercussion on our own ability to provide said 
expertise.  

Publications growth 

Over the past decade, the number of submissions to robotics journals has grown steadily on a yearly 
basis, with an explosive trend in 2023 (26%) and 2024 (31%), likely due to different factors, including 
growing interest in the public and private sectors and to the availability of AI tools supporting the writing of 
papers and code. The number of published papers has closely followed this trend, despite all efforts 
made by editorial boards to contain the growth by decreasing acceptance rates. Conferences have 
followed the same trend. For instance, ICRA doubled the number of papers it published in ten years, 
reaching approximately 1,800 in 2024. Simultaneously, the strong pressure exerted by the community to 
publish rapidly has led to a 50% decrease in the time window between the submission of a paper and its 
publication. The phenomenon is not particular to IEEE publications, and journals and conferences such 
as IJRR, RSS and CoRL have followed the same trend. 

 

Clearly, it would be unrealistic to expect any researcher to read all of these publications. One might argue 
that researchers are typically interested in only a subset of the literature, for instance a specific domain or 
methodology, and would therefore read only a fraction of all published papers. Yet even this narrower 
scope may prove unmanageable. To assess how feasible it is for a researcher to stay current within their 
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own area of expertise, we undertook the task of reading a large fraction of all papers published in our 
domain – learning from demonstration – over the course of a single year (2024).  

2.​ Method: 

To our surprise, we were initially hindered in our work, as we got acquainted to how difficult and time 
consuming it is to download a large volume of literature. Search engines such as Google Scholar or 
IEEEXplore list papers in chunks of 20 or at most 100 papers per page and each paper must be 
downloaded manually, requiring hundreds of clicks. To circumvent this, we automated the download 
process with a short script. This approach required us to obtain special permissions from IEEE's IT to 
circumvent IEEE's default download rate limits designed to prevent automated scanning. This point is 
worth highlighting: as simple as these issues may appear, they hinder the ability of researchers to rapidly 
access a large section of the literature. While we may argue that many authors likely download papers 
selectively rather than in bulk, obtaining a truly comprehensive understanding of the literature still requires 
downloading hundreds of papers, making even small friction points a meaningful barrier to systematic 
literature review.  

Ultimately, we succeeded and downloaded a total of 756 papers published in 2024 from IEEE Xplore, 
following a keyword search of abstracts containing the word “robot” and at least one of the following 
terms: imitation learning, behavioral cloning, inverse reinforcement learning, or learning from 
demonstration. Each of us read in detail a total of 150+ papers over the summer of 2025.  We then 
collectively reduced the initial list of papers to 347 papers deemed relevant, discarding all papers that 
were either not about imitation learning (solely citing it as an alternative method), or of too little scientific 
value (one page abstracts, digests), shared our assessments and reduced further the list to 69 papers 
deemed notable.  

Main findings 

4.1 Venues 

The primary venues for publishing research are 
RA-L (40%), IROS (18%), ICRA (17%). 
Secondary venues include T-RO, T-ASE, CASE, 
and H-R (15%). When it comes to notable works, 
RA-L, ICRA, IROS, and T-RO stand out, hosting 
13, 19, 18, and 5 highly notable papers, 
respectively. This concentration of impactful work 
is particularly striking for T-RO, where 
approximately 90% of published papers are 
classified as highly notable, substantially higher 
than the roughly 30% observed for RA-L, ICRA, 
and IROS. This difference aligns with venue 
selectivity: T-RO has an overall acceptance rate 
of about 18%, compared to roughly 35% for RA-L and close to 40% for ICRA and IROS. 

4.2  Main trends in LfD and notable contributions  
 
We briefly provide a high-level qualitative and quantitative assessment of main trends in LfD  across the 
entire 347 papers.  
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Training data continues to stem primarily from kinesthetic teaching and teleoperation, reinforcing a strong 
bias toward state-based or trajectory-driven learning. Manipulation remains the core application domain, 
accounting for roughly two-thirds of all publications, with most works focusing either on direct state 
transmission or video-based learning. Notably, fewer than 20% of papers incorporate force 
measurements, despite the central role of force control in physical interaction tasks. 

Real-world validation is predominant with about two-thirds of studies reporting experiments on physical 
robot platforms, the remainder relying exclusively on simulation. With more experimental evaluation, we 
observe that the field is shifting from isolated algorithmic contributions toward integrated systems capable 
of addressing complex, real-world problems, including long-horizon planning, scalable data collection 
strategies such as teleoperation and synthetic augmentation, and multimodal sensing setups.  

Data remains a cornerstone of imitation learning: whereas early approaches emphasized learning from a 
handful of expert demonstrations, current efforts increasingly rely on scaling data collection and sharing. 
This has led to two complementary directions: developing methods that can learn from sparse, noisy 
datasets, often using probabilistic or parametric formulations, and generating larger, higher-quality 
datasets to support data-intensive approaches. In practice, however, 60% of papers still rely on small 
datasets (fewer than 100 demonstrations) , while only around 10% use large-scale datasets exceeding 
1,000 samples. 
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We observe a widespread combination of imitation learning with reinforcement learning, or inverse 
reinforcement learning (IRL) followed by RL: nearly 30% of the surveyed papers adopt such approaches, 
typically using IL or IRL to infer reward structures or task representations, and RL to train policies. This 
trend points heavily rely on large datasets and simulation, either to compensate for limited real-world 
demonstrations or to address transfer challenges across tasks and embodiments.  

Advances in perception and sensing continue to play a critical role. A significant portion of recent work 
focuses on extracting data from video, with particular emphasis on learning robust representations, while 
interest in tactile sensing and novel data acquisition methods is gradually increasing. For real-world 
deployment, there is also a growing emphasis on transparency and reliability, with hybrid control 
architectures—such as combinations of learning from demonstration with model predictive control or 
impedance control—gaining traction as a means to provide performance guarantees.  

Emerging methods, including diffusion models and transformer-based architectures, were beginning to 
appear (2024). These have become mainstream in 2025 and 2026. More broadly, there is widespread 
integration of high-performing perception and learning tools, with many works leveraging established 
frameworks such as YOLO, OV-DINO, Segment Anything, PointNet, PointFlow, or GAIL. 
Language-guided controllers are also increasingly explored to improve interpretability and simplify task 
specification.  

Notable contributions: We deemed as notable any contribution that provided a significant theoretical or 
algorithmic contribution that addressed an important problem. We also valued significant experimental 
contributions.  
 
Theoretical/algorithmic advances: We observed an increasing interaction between control theory or 
model-based control and the most recent machine learning tools, for instance, by jointly training neural 
policies alongside structures that enforce global stability guarantees, or methods proposing new 
decompositions of actions combining trajectory planning and impedance control. Most notable was not 
solely the use of modern learning approaches, but rather the new formulations, mechanisms, or 
theoretical guarantees that significantly improved the generalizability, robustness, or failure recovery in 
LfD. We found particularly compelling approaches that explicitly simulate the outcomes of candidate 
actions to anticipate and avoid failures. Other notable contributions explore novel uses of unsupervised 
learning, in place of traditional supervised learning, to discover latent representations that ease the 
embedding of demonstration and the transfer of knowledge beyond particular demonstration context.  

Experimental advances: We valued approaches that offered new teaching modalities, hence departing 
from traditional approaches, such as kinesthetic teaching, motion capture, teleoperation with haptic 
feedback, and learning from video. We considered experimental contributions especially notable when 
they broadened the practical scope of LfD, either by enabling scalable and realistic data collection, or by 
demonstrating clear improvements in capability, robustness, or transfer across tasks and embodiments. 
Newer methods increasingly emphasize scalable data collection, offering solutions setups where the 
operator directly controls a robot with matching kinematics and minimal feedback (sometimes referred to 
as “perioperation”), enabling efficient data acquisition without complex mappings between human and 
robot spaces. Alternative modalities, such as learning from 2D sketches or generating demonstrations 
through simulation, virtual reality, or generative models, provide interesting solutions to further expand the 
data collection landscape. Several works also stand out for advancing specific capabilities, including 
tool-use for deformable object manipulation, learning temporal task constraints, and hierarchical imitation 
learning frameworks that jointly optimize skills and their selection.  
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Not-so-notable contributions. We classified papers as non-notable when they report primarily incremental 
advances, contributing to the refinement of existing methods rather than introducing fundamentally new 
ideas. Non-notable contributions also include works that illustrate the cyclical nature of research, in which 
previously explored ideas reappear in modified forms. A noticeable trend consists of revisiting existing 
algorithms through the lens of neural networks, often by reimplementing or slightly modifying prior 
methods with neural approximations; however, the frequent lack of explicit comparison to earlier, 
non-neural approaches raises concerns about insufficient grounding in prior literature. Another recurring 
topic is learning from unsegmented and unlabeled demonstrations, with several works revisiting classical 
approaches—such as segmentation via zero-velocity cuts, often without acknowledging earlier 
contributions that addressed similar issues. Likewise, object-centric representations are once again 
emphasized and contrasted with dense image-based methods, despite a long-standing literature 
examining their respective advantages and limitations.  

4.5 Alternative methods to assess importance of the publication  
 
Admittedly, the assessment of whether a paper is notable or not is inherently subjective.  
 
Citations: To determine whether quantifiable metrics could be used to assess notability, we recorded the 
Semantic Scholar citation counts for both notable and non-notable papers. The total number of citations 
differed only slightly between notable and non-notable papers. This is unsurprising, as less than a year 
after publication is too short a period to assess impact through citations. We compared citation count with 
the now popular “influential citation count” that takes into account venue impact factors, but this did not 
help differentiate the two groups. We also examined the number of papers cited by the two categories 
and found that notable papers tend to cite more works. This likely partly due to the fact that most notable 
papers are longer journal articles. 

 
 
Comparison with LLM assessment: We compared our analysis to that performed by a LLM. We use 
Claude Sonnet 4.6 with a query prompt requesting the model to offer an analysis on the same criteria as 
those used by the human raters. We find that the model agrees well and often outperforms human raters 
when it comes to extracting factual information, such as the number of training demonstrations, whether 
the work was performed on a real robot or in simulation. This stronger agreement on factual extraction 
stands in contrast to the evaluation of contribution significance, where disagreement was much higher.   
Notably, humans and the model diverged considerably in their judgments of which papers constituted 
notable contributions to the field. Most disagreements appeared in borderline cases, especially between 
papers judged as clearly notable by humans and those judged by the LLM as only potentially notable. In 
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general, human assessments were more sensitive to practical significance and realism, whereas the LLM 
emphasized methodological novelty, completeness of validation, and clear solution to problems. While 
both humans and the LLM tend to view papers that primarily combine existing techniques as less notable, 
the LLM applied this criterion more strictly, especially in cases where real-world validation was limited. As 
a result, it was more likely to downgrade such papers. This is consistent with the confusion matrices: 
agreement is very high for factual labels such as whether a paper includes real-robot experiments, but 
noticeably weaker for higher-level judgments such as breakthrough detection. 

 
 
5. Conclusion and Recommendations 

This study assessed the literature within a single subdomain over the course of one year, with the aim of 
evaluating the feasibility and value of comprehensive reading across a research community. Reading all 
347 identified papers represented a substantial commitment: even at a conservative estimate of 15 
minutes to one hour per paper, this corresponded to approximately two to eight weeks of full-time effort. 
Critically, this covered only a narrow slice of the broader field. Were researchers expected to achieve 
such comprehensive coverage, they would have little capacity to engage with work outside their 
immediate area of expertise, inevitably curtailing intellectual breadth. This is a particularly concerning 
outcome given that many landmark scientific advances arise from cross-disciplinary fertilization and the 
exchange of ideas across fields.  

Our study seems to indicate that close to 80% of the publications provide very incremental progress. 
Many revisit problems with known solutions, using novel AI methods, but without demonstrating clear 
advantage over previous solutions for lack of comparison. Only a small fraction of all papers (20%) 
provide significant theoretical, algorithmic or experimental contributions. Should one be able to find these 
contributions and restrict one’s reading to those, the task would become more bearable. This is, however, 
not possible today. Next, we share a few thoughts and recommendations on how we could address this 
problem. 

5.1 Reinstate screening done by journals and conferences in search engines 

Today, we function with a two-tiered system. On the one hand, we have highly selective venues with 
rigorous review processes. Notable examples include Science Robotics (acceptance rate 9%, impact 
factor 27.5), T-RO (acceptance rate 18%, impact factor >10), and Soft Robotics (acceptance rate 
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unknown, impact factor 8.5). On the other hand, less selective venues such as RA-L, ICRA, and IROS 
publish a wider range of papers, some of high quality, others more incremental. In this respect, they fulfill 
a dual role: that of screening work worthy of dissemination while simultaneously serving as a training 
ground for the community, ensuring that graduate students develop the skills to produce and 
communicate research. While one cannot deny the role that conferences and publications play in the 
formation of early-career researchers, there is a need to ensure that the screening performed at review 
time can be used by the community.  

The vast majority of researchers discover papers through broad search engines such as Google Scholar, 
IEEEXplore, or simply via Google, arXiv, and social media, all of which put on par papers published in any 
venue including those that have not undergone a peer-review process. One might expect high-ranking 
venues to serve as reliable proxies for identifying highly impactful publications; however, this approach 
captures only a fraction of the broader literature, as such venues account for approximately one-tenth of 
all published work. For broader scope venues, such as RA-L, ICRA and IROS, there is no longer an easy 
way for one to tell which of the hundreds of papers they publish are of highest rating. But these venues 
not only screen papers into publishable versus unpublishable papers but also rank them internally 
according to various scaling (e.g. strong/weak accept, borderline). This ranking is then later translated 
into tangible results for oral versus poster presentations, or best paper award. But this internal ranking is 
usually not available outside the internal review process or to those who do not attend the conference, 
and gets quickly lost as years pass by. One solution to this problem would be to create a search engine 
that would encompass a digested version of the review ranking, e.g. in a 3-tier system, award-nominated, 
high and medium importance, the latter following the oral/poster ranking, should conference editorial 
board pass this when pushing papers to publication. The engine would also enable quick downloading of 
large chunks of papers, including some basic screening through AI systems. 

5.2 The advantages and limits of self-promotion via social media 
 
In an era characterized by an overwhelming volume of scientific publications, a crucial challenge for 
readers is to identify truly groundbreaking work among an overwhelming number of seemingly relevant 
papers. Due to the large amount of literature, it becomes increasingly difficult to distinguish reinventing 
work, incremental contributions and transformative research. Readers often make their selection for 
deeper reading, such as focusing on top-tier venues, using search and citation metrics from platforms like 
Google Scholar, or following recommendations from trusted peers. 

This challenge is also faced by authors. Researchers must not only produce high-quality research results 
but also ensure that their findings are visible and accessible in a competitive research landscape. 
Traditionally, effective self-promotion has relied on publishing papers at prestigious conferences and 
journals, or delivering invited keynotes at workshops and seminars. These activities have provided 
opportunities for direct interaction and helped build credibility and recognition. In recent years, however, 
authors have increasingly adopted new strategies and tools to disseminate and promote their research. 
These include sharing unpeer-reviewed preprints on platforms like arXiv, writing accessible blog posts, 
advertising their research through social media platforms, creating dedicated project websites, and 
releasing code and datasets in public repositories. Such approaches extend the reach of research beyond 
conventional academic channels and enable authors to communicate their ideas more informally to a 
broader audience. 

These new practices offer advantages. First, they enable readers to quickly grasp the core ideas and 
contributions of a paper without investigating significant time in in-depth reading. Second, the availability 
of open datasets and source code plays a critical role in advancing the scientific ecosystem: it promotes 
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efficient knowledge transfer, lowers barriers to entry for early-career researchers, and significantly 
enhances the reproducibility and transparency of scientific outcomes. 

At the same time, this active self-promotion trend raises important questions regarding fair visibility for 
notable contributions. For instance, while the community has increasingly adopted double-blind review 
processes, in practice, their effectiveness is often undermined by authors simultaneously sharing 
preprints on platforms such as arXiv, thereby revealing their identities and affiliations. Attention may be 
driven more by outreach efforts and popularity of famous institutions, rather than scientific originality and 
substantive breakthroughs. As the scientific community and the volume of research outcomes grows, 
balancing rigorous evaluation with effective communication will remain a key challenge for both authors 
and readers. 

Time to install a double blind publication model?! To counterbalance the growing needs felt by some 
authors to actively promote their work on social media or push their work to arXiv, before and after 
peer-review, one could consider extending double-blind principles beyond the review stage, and publish 
papers without authors' and institutions’ names. This of course may be challenging to put in practice, as 
authors will need to list their papers for grant applications, tenure and most importantly present their work. 
However, alternative approaches could be considered to make this information less prominent. For 
example, authors’ names and affiliations could be moved to a less visible section of the paper, such as 
the acknowledgments. One could replace author-based social media tracking/following with theme/topic  
thread-based tracking. Instead of promoting individual works, this approach would highlight contributions 
to specific topics, putting the emphasis on scientific advance rather than personal recognition.  

5.3 On the use of LLMs to screen the literature 

We conclude by highlighting the risks of continuing along our current trajectory. Even as tools such as 
LLMs begin to assist in filtering and identifying relevant work, they cannot compensate for the loss of 
structured quality signals in the publication process. While LLMs can summarize research content and 
support detailed literature review analysis given structured prompts, they are still unreliable for assessing 
technical novelty and scientific impact. Due to their training and inference paradigm, they may hallucinate 
commonalities between papers and methods, amplify mainstream viewpoints while overlooking 
unconventional, interdisciplinary, or emerging ideas that have not yet accumulated visibility. This is risky in 
a rapidly changing field like robotics.  

Humans acquire the judgement to identify novelty through years of experience doing research in their 
field, not from memorizing, averaging or statistically predicting alone. Thus, while LLMs are accelerating 
how we digest and understand our research fields, they can easily become a crutch. Over-reliance on 
LLMs to generate research summaries may (i) prevent us from finding the hidden gems in a paper, (ii) 
weaken our ability to acquire new knowledge and building our own judgment, and (iii) steer us towards 
biased views shaped by the data the LLM was trained on. If we become shallow experts, we risk losing 
not only the ability to evaluate scientific knowledge, but also to generate it. This will ultimately slow 
scientific progress.  

6. Closing notes 

Our work was a modest attempt to address the concern that this recent growth in publication may lead to 
a dilution of knowledge and an increase in redundant rediscovery. While public funding bodies and private 
investors are pouring enormous resources into robotics and AI, there may come a breaking point where 
knowledge growth no longer correlates with meaningful progress. This, however, remains to be seen. 



IEEE RAS Science and Technology Watch Board - Research Summaries 
Our work continues, and in our next column, we will offer a qualitative assessment of novel algorithmic 
developments over the past two decades to better determine whether the above concerns are warranted. 
We invite researchers to join us in our efforts to assess the growth and use of AI in tackling these 
challenges. Please contact us at ras@ieee.org.  

 

mailto:ras@ieee.org

	Surviving the Paper Deluge: A One-Year Study in Learning from Demonstration 
	Authors (By Alphabital Order):  
	Aude Billard, Renaud Detry, Nadia Figueroa, Maximilian Foriest, Dongheui Lee, Kunpeng Yao 

